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Go and hang yourself!

Hello there try to relax
Thanks. Please go f#$@ yourself. Ty!

Some real user comments

You are ignorant and vandal! Stop it!

Moderators to reject abusive comments, avoid 
reputational damage, fines, putting off readers...

Thousands of comments per day require 
moderation. Some very disturbing...
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Go and hang yourself !

You are ignorant and vandal ! Stop it !

Thanks . Please go f#$@ yourself . Ty !

User comment moderation
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A better moderation panel assists the moderators 
to detect abusive comments, and leads to quicker 
publication of non-abusive comments.

Highlighting suspicious 
words using an RNN 
with self-attention. 
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Automatic comment moderation

All comments are scored by 
a system.

Score: how probable it is for 
a comment to be abusive.
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Automatically:

Comments with high 
scores get rejected.

Comments with low 
scores get accepted.
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Coverage (%) =  
(#auto-rejected + #auto-accepted) 
/ #all-comments = 
100%

ta = tr 
single threshold

rejectaccept0.0 1.0
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A Logistic Regression (LR) layer uses the 
last state of the RNN as a feature vector.

The RNN states “summarize” the words seen. We use GRUs (128 dims).

Words are mapped to embeddings (word2vec, 300 dimensions).
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Words are mapped to embeddings (word2vec, 300 dimensions).
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Each state of the RNN is used as input to a deep self-attention MLP 
(4 layers, the same MLP at each time step) that scores the 

importance of the corresponding word. 

The RNN states “summarize” the words seen. We use GRUs (128 dims).

Words are mapped to embeddings (word2vec, 300 dimensions).
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An LR layer uses the attention-weighted sum 
of the RNN states as a feature vector.

The RNN states “summarize” the words seen. We use GRUs (128 dims).

Words are mapped to embeddings (word2vec, 300 dimensions).

Each state of the RNN is used as input to a deep self-attention MLP 
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Hello there relax...

An LR layer uses the attention-weighted sum 
of the RNN states as a feature vector.

The RNN states “summarize” the words seen. We use GRUs (128 dims).

Words are mapped to embeddings (word2vec, 300 dimensions).

The attention scores can also be used 
to highlight suspicious words!

Each state of the RNN is used as input to a deep self-attention MLP 
(4 layers, the same MLP at each time step) that scores the 

importance of the corresponding word. 
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See our paper at the Abusive Language Online workshop of 
ACL-2017 for many more variants of α-RNN.

Use directly word embeddings instead of RNN states. No RNN.
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CNN: Vanilla CNN (one convolutional layer, max-pooling, dropout, LR layer) operating on word embeddings; 
much as in Kim et al. (2014).

Baselines
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Detox: Previous state of the art, LR or MLP, operating on word or char n-grams; see Wulczyn et al. (2017).

LIST: Uses a list of all training words (excluding rare ones). Each word in the list is scored by its precision 
(rejected-by-humans training comments containing it, divided by training comments containing it). The 
rejection score of a comment is the maximum precision score of its words. 
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Tuning thresholds (e.g., for 60% 
coverage): 
Score and sort development 
comments. 
Infer gray window size based on 
coverage. 
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coverage, less 
work for the 
moderator.
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ta : accept
threshold

tr : reject
threshold

0.0 1.0rejectgrayaccept

#auto-rejected-correctly
 #auto-rejectedPreject   =

Examines how error-free  
the accept zone is.

#auto-accepted-correctly
 #auto-acceptedPaccept  =

Examines how error-free 
the reject zone is. 

We use F2 to weigh up Paccept . 

Moderators are more worried 
about wrongly accepting abusive 
comments than wrongly  
rejecting non-abusive ones.
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Tuning thresholds (e.g., for 60% 
coverage): 
Score and sort development 
comments. 
Infer gray window size based on 
coverage. 
Slide the window and compute F2.
Use the ta, tr of the best window.
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Given a coverage (e.g., 60%): 
Tune the thresholds on dev data.
Report F2 on test data using the 
tuned thresholds. 
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Existing (Wulczyn et al. 2017): 
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or probabilistic (% annotators accepted).
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Re-moderated Gazzetta comments
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Suspicious snippets also annotated, including type 
(disrespect, irony, swearing etc).

The figure shows the number of comments with 
at least one snippet of the corresponding type 
according to the majority of the annotators, using 
majority labels (accept/reject). 

Small re-moderated test set (G-TEST-S-R).

5 annotators. Gold labels (accept/reject): majority 
or probabilistic (% annotators accepted).

Krippendorff’s alpha 0.476
(mean pairwise)

Cohen’s Kappa 0.475
Mean pairwise agreement 0.813

Accept/Reject Agreement



Results 

16/25

AUC of ROC and Spearman at 100% 
coverage. For comparison with previous 
work. Using multiple threshold values.



Results 

16/25

α-RNN best in 
Gazzetta

AUC of ROC and Spearman at 100% 
coverage. For comparison with previous 
work. Using multiple threshold values.



Results 

16/25

α-RNN best in 
Gazzetta, not 
in Wikipedia.

AUC of ROC and Spearman at 100% 
coverage. For comparison with previous 
work. Using multiple threshold values.



Results 

16/25

dα-CENT 
surprisingly 
good.

AUC of ROC and Spearman at 100% 
coverage. For comparison with previous 
work. Using multiple threshold values.

α-RNN best in 
Gazzetta, not 
in Wikipedia.



Results 

16/25

AUC of ROC and Spearman at 100% 
coverage. For comparison with previous 
work. Using multiple threshold values.

α-RNN best in 
Gazzetta, not 
in Wikipedia.

dα-CENT 
surprisingly 
good.

CNN, Detox, List 
worse than RNN, 
α-RNN.



Results 

16/25The Wikipedia dataset is much easier than the Gazzetta one.

AUC of ROC and Spearman at 100% 
coverage. For comparison with previous 
work. Using multiple threshold values.

α-RNN best in 
Gazzetta, not 
in Wikipedia.

dα-CENT 
surprisingly 
good.

CNN, Detox, List 
worse than RNN, 
α-RNN.
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% %

For each coverage, thresholds tuned on dev 
comments, F2 reported on test comments. 

Solid lines: small training set (G-TRAIN-S)
Dashed lines: large training set (G-TRAIN-L) Again, Wikipedia is much easier.

%
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softmax

Hello there relax...

The attention scores can also be used 
to highlight suspicious words.

Moderators find the highlighting very useful. Helps 
them work faster, especially with long comments.

The highlighting comes “for free”! 
No highlighting in the training data.

Using α-RNN to highlight suspicious words
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Examples of α-RNN highlighting
OH MY just CALL THEM ROCK YOU IDIOTS ! ! ! !

0.0059 0.0023 0.0032 0.0051 0.0029 0.0049 0.0093 0.9481 0.0121 0.0028 0.0017 0.0016

That is the dumbest thing i ve ever heard in my life
0.0047 0.0070 0.0182 0.8562 0.0618 0.0045 0.0041 0.0153 0.0042 0.0042 0.0042 0.0156

THERE HASNT BEEN ANY EPISODES SINCE MARCH 7 , DUMBASSES ! ! !
0.0067 0.0136 0.0057 0.0056 0.0062 0.0054 0.0054 0.0047 0.0106 0.9149 0.0132 0.0044 0.0036
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Examples of α-RNN highlighting

It is interesting to note that both aircraft landed at the same airfield in Hawaii.

0.0682 0.0630 0.0807 0.0735 0.0596 0.0573 0.0563 0.0574 0.0617 0.0773 0.0680 0.0740 0.0782 0.0685 0.0563

The simplest solution may just be to change the name of the page.
0.0807 0.0860 0.0946 0.0767 0.0694 0.0686 0.0790 0.0715 0.0737 0.0721 0.0866 0.0709 0.0700

THERE HASNT BEEN ANY EPISODES SINCE MARCH 7 , DUMBASSES ! ! !
0.0067 0.0136 0.0057 0.0056 0.0062 0.0054 0.0054 0.0047 0.0106 0.9149 0.0132 0.0044 0.0036

OH MY just CALL THEM ROCK YOU IDIOTS ! ! ! !
0.0059 0.0023 0.0032 0.0051 0.0029 0.0049 0.0093 0.9481 0.0121 0.0028 0.0017 0.0016

That is the dumbest thing i ve ever heard in my life
0.0047 0.0070 0.0182 0.8562 0.0618 0.0045 0.0041 0.0153 0.0042 0.0042 0.0042 0.0156

I have restored the image until a better version can be found.
0.0789 0.0752 0.0804 0.0843 0.1008 0.0806 0.0746 0.0829 0.0903 0.0903 0.0764 0.0854
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Suspicious snippets also annotated, including type 
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5 annotators. Figure shows number of comments with 
at least one snippet of the corresponding type 
according to the majority of the annotators.
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Small re-moderated test set (G-TEST-S-R). 

Suspicious snippets also annotated, including type 
(disrespect, irony, swearing etc). Types ignored here.

5 annotators. Figure shows number of comments with 
at least one snippet of the corresponding type 
according to the majority of the annotators.

Removed comments with no snippet annotations. 

841 comments left (515 accepted, 326 rejected 
according to the majority of annotators).

40,572 tokens (13,146 inside a snippet of at least 
one annotator).  

Gold suspiciousness score per token: % of annotators 
that included it in their snippets (regardless of type).
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α-RNN: The suspiciousness score of each token is its attention score. Trained on G-TRAIN-L.
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LIST: Uses a list of all training words (excluding rare ones). Each word in the list is scored by its precision 
(rejected-by-humans training comments containing it, divided by training comments containing it). The 
suspiciousness score of each token is its precision, with a softmax across all tokens as in α-RNN.

α-RNN: The suspiciousness score of each token is its attention score. Trained on G-TRAIN-L.



Highlighting methods tested
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RAND: The suspiciousness score of each token is random (uniform between 0, 1), with a softmax across all 
tokens as in α-RNN.

α-RNN: The suspiciousness score of each token is its attention score. Trained on G-TRAIN-L.

LIST: Uses a list of all training words (excluding rare ones). Each word in the list is scored by its precision 
(rejected-by-humans training comments containing it, divided by training comments containing it). The 
suspiciousness score of each token is its precision, with a softmax across all tokens as in α-RNN.
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Correlations (over all tokens) of the suspiciousness scores of 
each method to the gold suspiciousness scores.



Highlighting evaluation
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α-RNN much better than LIST 
and RAND in both accepted and 
rejected comments. 

Also, Pearson shows the α-RNN 
suspiciousness scores are more 
linearly related to the gold ones.

Correlations (over all tokens) of the suspiciousness scores of 
each method to the gold suspiciousness scores.
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Conclusions
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New publicly available dataset with 1.6M moderated user comments (Greek).

Considered both automatic and semi-automatic moderation. Also threshold tuning and 
evaluation framework (based on F2 of acceptance & rejection precisions) for the latter.

Plain GRU RNN-based method (operating on word embeddings) outperforms the previous 
state of the art (Detox, LR or MLP with word/char n-grams), vanilla CNN (word 
embeddings), List-based baseline.

RNN with deep MLP self-attention overall better (but not always), and can also highlight 
suspicious words for free (no highlighting annotations in the training data).  
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Further work
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User-specific information (e.g., rejection rate). First step: user 
embeddings; see our paper @ NLPJ workshop, EMNLP 2017.

Add character-based layers (e.g., for unknown, obfuscated words).

Consider entire threads and the original article.

Improve the attention-based highlighting (e.g., with user embeddings). 

 



Thank you!  Any questions? 

Check http://www.
straintek.com/

for papers, data,
 demos!
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http://www.straintek.com/
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α-RNN, RNN are as good as 7 annotators.

Human ensemble experiment (Wulczyn et al. 2017) 

The remaining 10 are used to create an 
ensemble of k annotators, 1 ≤ k ≤ 10.

DETOX is as good as 3 annotators.

CNN is as good as 4 annotators.

Gold labels are defined by 10 random 
annotators per comment.

8Κ (4K random, 4K banned) W-ATT-TEST 
comments, 20 annotators (accept/reject).
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